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Abstract
In this paper, modern computer vision methods are proposed for detecting multiple diseases in
wheat leaves. The authors demonstrate that modern neural network architectures are capable
of qualitatively detecting and classifying diseases, such as yellow spots, yellow rust, and
brown rust, even in cases in which multiple diseases are simultaneously present on the plant.
For certain classes of diseases, the main multilabel metrics (accuracy, micro-/macro-precision,
recall, and F1-score) range from 0.95 to 0.99. This indicates the possibility of recognizing
several diseases on a leaf with an accuracy equal to that of an expert phytopathologist. The
architecture of the neural network used in this case is lightweight, which makes it possible to
use offline on mobile devices.
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Introduction

Wheat is the world’s most widely cultivated crop, and its global trade is greater than that
of all other combined crops [1]. Wheat culture is susceptible to a complex of harmful
diseases, among which the most economically significant are brown and yellow rust (Puccinia
triticina Erikss., Puccinia striiformis West. f. sp. tritici Erikss., et Henn), and pyrenophorosis
(Pyrenophora tritici-repentis (Died.) Drechsler) [2]. Such diseases are harmful and widespread
globally, particularly in the southern region of Russia [3,4]. According to various studies,
the loss of winter wheat yield during the epiphytic period can reach 50%-70% [5,6]. When
disease symptoms are detected, fungicide treatment, either in the entire field or locally, is
widely practiced in wheat disease control. At the same time, diseases in the early stages are
often misidentified, and the complex of fungicides is incorrectly selected. On the one hand,
this approach leads to high costs and is unjustified because, at least in the initial stages, disease
infection is concentrated in areas mainly around the original foci. On the other hand, uniform
spraying, for example, using chemical fungicides, increases the likelihood of contamination of
groundwater and the environment, as well as the appearance of toxic residues in agricultural
products.
Traditionally, the identification of fungal wheat diseases has been based on the visual
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detection of pathogen-induced symptoms or pathogen identification in the laboratory. A visual assessment, particularly in the
early stages of disease development or when a plant is simultaneously affected by several diseases, is difficult to conduct
and requires the participation of high-level professionals, who
are not always available, especially for small farms. Nutritional
deficiencies and pests can cause symptoms similar to those of
certain diseases [7]. Laboratory pathogen identification is a
laborious and time-consuming process. Currently, the most urgent task is the timely and accurate identification of pathogens
in wheat until the economic threshold of the harmfulness of the
diseases is reached and a quick decision to take protective measures is made. This task is successfully solved using computer
vision methods.
However, the detection of plant diseases from images is
challenging [7]. Crops are complex organisms that constantly
evolve during the growing season. In recent years, with the development of deep learning and convolutional neural networks
(CNN), the task of image classification has advanced significantly in many fields, including agriculture. In some cases, the
accuracy of classification using such models surpasses that of
humans [8].
Let us consider the fact that the successful application of
modern state-of-the-art neural network computer vision models
requires the tuning of only a number of hyperparameters (e.g.,
learning rate, optimizer, and augmentations) and not the entire
architecture. As their main strength, such models provide a
general view of the entire class of problems.
Nevertheless, despite the increasing number of published
research findings, the identification of many diseases in wheat
leaves using computer vision methods remains poorly studied [9,10]. For obvious reasons, such a task is somewhat more
complicated in its formulation than the classical task of disease
classification. If there is only one possible disease in each image
of the model, it is easier to learn and even retrain. Therefore, in
the learning process, the model can begin to pay attention to an
environment that is not related to the disease. Therefore, if photographs of different diseases occur at different times, there is a
high risk that different classes of images will be captured under
different conditions (e.g., lighting and photographic equipment).
Moreover, the presence of several diseases in one sample can, in
this case, confuse the model, which will also negatively affect
its confidence in its answer and the final quality of the classification. In the case of the initial formulation of the problem for the
multilabel classification of diseases, the model must learn from
the very beginning to distinguish between different diseases

within the same image. Although this may turn out to be more
difficult to implement, it has a much greater application value.
In our research, we aim to fill this gap and propose an accurate solution for determining the type of disease on a wheat leaf
when there can be several diseases at once. The model built
should be suitable for future use on mobile devices, both online
and offline.

2.

Literature Review

To date, a significant number of articles have been published
on the application of deep learning methods to the automatic
detection and classification of crop diseases based on digital
images. Mohanty et al. [11] were among the first to use CNNs
to detect plant diseases using the PlantVillage dataset [12].
The authors tested two standard architectures, AlexNet and
GoogleNet [13], and examined the effect of transfer learning
for classification, achieving a classification accuracy of 31%.
In addition, Atabay [14] used an occlusion technique. This
technique consists of sliding black windows on the input image
and analyzing the change in the output probability. This method
allows the creation of a heatmap that highlights pixels that are
most sensitive to a specific class. The paper also noted that the
class was sometimes assigned because of pixels belonging to the
background, indicating that the functions studied were not only
those associated with disease symptoms. The highest accuracy
was 97.53%. In addition, Brahimi et al. [15] used a CNN to
classify tomato leaf disease. They compared three learning
strategies using six CNN architectures (AlexNet, DenseNet169, Inception V3, ResNet-34, SqueezeNet-1.1, and VGG13).
This study used the PlantVillage dataset supplemented with the
Standford Background dataset [16].
Note that in this and the other studies mentioned, the multiclass classification problem was considered when only one
type of disease was present in an image. Here, the novelty lies
not only in the use of modern neural network architectures for
identifying wheat diseases but also in the multilabel classification approach, when several diseases can be present in a single
image.
Arinichev et al. [17] compared the four most successful and
compact CNN architectures, GoogleNet, ResNet-18, SqueezeNet1.0, and DenseNet-121. In the dataset used for the analysis, the
disease could be detected with an accuracy of at least 95%.
Here, a multiclass approach is used, which is almost always
simpler, but less applicable in practice, because one plant may
be affected by several diseases at once. We aimed to fill this
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gap in our research. In another study, Polyanskikh et al. [18]
considered a new approach based on the use of autoencoders,
i.e., special neural network architectures that detect areas on
rice leaves affected by a particular disease. Their study demonstrated that an autoencoder can be trained in such a way that it
will remove the affected areas from the image, which in some
cases makes it possible to clearly highlight the affected area by
comparing the resulting image with the original one. Simultaneously, modern architectures of convolutional autoencoders
provide an acceptable visual detection quality. DeChant et
al. [19] proposed a three-step process based on the training of
several CNNs to generate heatmaps to determine the affected
areas on the analyzed image. The authors used a dataset collected under uncontrolled conditions, without focusing on a
specific plant organ. This dataset is highly specialized for identifying maize plants infected by northern late blight. A study
by Fuentes et al. [20] aimed to address the issue of false positives and class imbalances by implementing a refinement filter
bank framework. The system includes three main blocks. First,
in a block of primary diagnostics, bounding boxes containing
the affected areas of the leaf are generated. The most promising boxes are then passed to the input of the second block for
secondary diagnostics. Finally, an integration unit combines
the information from the primary and secondary units while
retaining the true positive samples and eliminating the false
positives that were misclassified in the first unit. The accuracy
metric was 85.98%. Liu et al. [21] proposed an active-learning
algorithm based on weighted incremental dictionary learning.
This algorithm effectively trains a deep network by actively selecting training samples at each iteration. Its efficiency has been
demonstrated in the classification of hyperspectral images. The
accuracy was 97.62%. Oppenheim and Shani [22] proposed an
algorithm that, based on a CNN, classifies potato diseases (four
classes of diseases and one class of healthy plants). The sample
images used in this study, containing potatoes of various shapes,
sizes, and diseases, were collected, classified, and labeled by
hand by experts. Picon et al. [23] addressed the early identification of three wheat diseases based on CNNs. Using a mobile
app, technicians tested the model for two of the three diseases
studied, i.e., septoria (77 images) and rust (54 images), to which
they added 27 images of healthy plants. The balanced accuracy
was 98% for septoria and 96% for rust. Such high rates can
be attributed to the fact that the test images were obtained at
the end of the season, when symptoms were most noticeable,
as well as to good teaching practices. Ramcharan et al. [24]
generated two datasets: an original cassava dataset with intact
www.ijfis.org

leaves and a leaflet cassava dataset in which the lesions were
manually cropped. The resulting accuracy for the second set
was slightly higher for three of the five diseases studied. Thus,
trimming the leaves did not have a significant impact despite
the fact that the volume of the “leaflet cassava dataset” was
seven times the size of the original. Sladojevic et al. [25] used
their own dataset collected from the Internet, which included 13
classes corresponding to various diseases. They added two additional classes for a more accurate classification. The first class
corresponds to healthy leaves, and the second to background
images taken from the publicly available Stanford Background
dataset [16]. The classification accuracy is greater than 96%.
In addition, Too et al. [26] conducted an empirical comparison
of deep-learning architectures. The evaluated architectures included VGG16; Inception V4; ResNet with 50, 101, and 152
levels; and DenseNet with 121 levels. For this experiment, the
authors used data from 38 different classes, including images of
diseased and healthy leaves of 14 plants from PlantVillage [12].
The highest accuracy was 99.75%. In the study of Wang et
al. [27], small neural networks of different depths were trained
from scratch based on several samples, after which four modern architectures were fine-tuned on the training results, i.e.,
VGG16, VGG19, Inception V3, and ResNet-50. A comparison
of the results shows that fine-tuning models on pre-trained neural networks can significantly improve the performance of small
samples. The best architecture in this case was VGG16 with
an accuracy of 90.4%. Moreover, Zhang et al. [28] presented a
three-channel convolutional neural network (TCCNN) with the
goal of improving the use of color information. In the model,
each channel of the TCCNN is fed by one of the three color
components of the RGB image of the diseased leaf, and the
convolutional feature in each CNN is learned and transmitted
to the next convolutional layer and pooling layer in turn. The
features are then fused through a fully connected fusion layer
to obtain a deep-level disease recognition feature vector. Finally, the softmax layer uses a feature vector to classify the
input images into predefined classes. The proposed method
makes it possible to automatically recognize representative features from complex images of diseased leaves and effectively
recognize vegetable diseases. Zhang et al. [29] used tomato
leaves to identify diseases through transfer learning. AlexNet,
GoogLeNet, and ResNet were used as the backbone of the CNN.
The best combined model was utilized to change the structure
with the aim of exploring the performance of full training and
fine-tuning of the CNN. The highest accuracy of 97.28% for
detecting tomato leaf disease was achieved using the ResNet
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model with stochastic gradient descent (SGD), a batch size of
16, and 4,992 iterations.

3.

Materials and Methods

3.1

Dataset

Deep-learning approaches typically require large datasets. Data
acquisition is a time-consuming and costly task that is performed manually with the assistance of highly qualified specialists. The authors note the exceptional role of the process
of collecting and marking the training sample, mentioning that
problems can be represented by shadows, noise, and an insufficient severity of the disease [30–32].
It is impossible to train a neural network “to fit all sizes” at
the current level of technology development. It is necessary to
have a clear idea of where and how the trained neural network
will be used in the future. This can be a completely controlled
environment in which the plant sample is placed in an environment with a uniform background and controlled lighting.
Although this can also be an uncontrolled condition with emphasis on a specific plant organ when the images have a complex
background, the largest image area is occupied by the object of
interest. Another possible option is a completely uncontrolled
environment and field conditions. Therefore, before the start,
it is necessary to fix in advance the general photographic conditions, e.g., the angle, influence of shadows and background,
and ranges of brightness and contrast. Otherwise, no algorithm
can guarantee the accuracy of the validation achieved during
the training.
Most of the current research on the automatic detection of
plant diseases has been conducted on publicly available datasets.
For example, in a review article by Boulent et al. [7] on the
application of CNNs to the detection of plant diseases, 11 of
19 studies were shown to be conducted on publicly available
datasets. The following datasets can currently be used to test
solutions to this type of problem: PlantVillage currently containing 87,848 images of healthy and diseased crop plants [12],
the Stanford Background dataset with 3,557 images [16], and a
dataset with 5,447 images of rice diseases [32].
However, the public dataset approach has several disadvantages. First, as practice shows, even the same crop in different
parts of the world can visually appear somewhat different. The
same applies to crop diseases as well. Second, the photographic
conditions may differ significantly from dataset to dataset and
may be completely unsuitable for the current case under study
(e.g., background, photography angle, and lighting). We assume

that the use of public data is significant for the proof of concept
of the work ahead but not at all for the presentation of the final
solution and its implementation during production.
In this study, we used a dataset specially collected in the
Summer/Fall of 2021 from the infectious nurseries of the AllRussian Research Institute of Biological Plant Protection. We
used artificially created infectious backgrounds of rust and
yellow spot pathogens to collect an experimental representative
sample for the indicated classes of diseases at different stages
of wheat vegetation. For inoculation of the plants, in which it
is necessary to obtain an infectious background of the abovedescribed wheat diseases, a mixture of urediniospores with talc
at a ratio of 1:100 was used under a load of 5 mg spores/m2
for rust [33]. For pyrenophorosis, a water-conidial suspension
with a concentration of 5 × 103 spores/mL (load of 70-100
mL/m2 ) [34] was used. Records on the development of the
diseases were carried out starting from the moment of the initial
manifestation, during the subsequent manifestations, and up to
the phase of milky-wax ripeness of the grain with an interval
of 10-12 days. The main phytopathological criteria for the
resistance of varieties to rust were the type of plant reaction in
points (Mains and Jackson scale, Gassner and Straib scale) [35]
and the degree of damage to plants in percentage (scale of
Peterson et al. [36]). For yellow spot, the degree of damage in
percentage was according to the Saari and Prescott scales [37].
The ranking of varieties for pathogen resistance was determined
according to the CIMMIT scale [38].
As a result, 7640 images were obtained and divided into three
classes of diseases and their various intersections (Figure 1):
• brown rust (427 images),
• yellow spot (3,659 images),
• yellow rust (1,283 images),
• yellow rust+yellow spot (1,349 images),
• yellow spot+brown rust (335 images),
• yellow rust+brown rust (473 images),
• yellow spot+yellow rust + brown rust (114 images).
The dataset structure shows that more than one disease can
be present on a single wheat leaf at the same time. Therefore,
in this case, we deal with a multilabel classification problem, in
contrast to previous studies [17,18] where the authors considered the case of strict multiclass classification. Multilabel classification tasks are traditionally somewhat more complicated
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original images. In this study, we used the following preprocessing stages for the original dataset:
1. 45◦ angle of rotation;
2. flipping an image with respect to the main axes;
(a)

(b)

3. random rotations at small angles; and
4. image RGB normalization.
As a result, the size of the training sample increases, improving the stability of the predictions and ensuring their invariance
to image rotations.

(c)

(d)

3.3
Figure 1. Images from the dataset: (a) yellow spot, (b) brown rust,
(c) yellow rust, (d) yellow rust+yellow spot.
than multiclass classification, which can already be observed in
the above quantitative distribution of classes i.e., images. The
number of photographs in which two or three diseases were
present at once was much less than that in images with a single
disease. Nevertheless, a neural network is required to reliably
determine the number of diseases in a photograph, regardless
of the number of diseases.
3.2

Preprocessing

As noted earlier, the collection of a dataset must first be oriented
toward the end user of the model. However, even when monitoring the quality and conditions of images when both collecting
data and using a trained model, a number of fundamental problems can arise. These problems can significantly degrade the
accuracy of the model. Among them are the following:

Model

As noted above, the intersection of classes of diseases within
an object determines the use of a multilabel model. Multilabel
classification assigns multiple target labels to each object in
the sample, whereas strict multi-class classification creates the
premise of a one-to-one correspondence of each object with a
single label. For the case of non-exclusive classes, the activation
classification function is a sigmoid, and each neuron will output
a value of between zero and 1, indicating the probability of
having that class assigned to it (Figure 2).
As a loss function, we used cross-entropy, which is traditionally used for multilabel and multiclass problems [39,40].
This loss function is most natural for classification problems
because it has a clear probabilistic interpretation, and owing to
the logarithm greatly penalizes the model for incorrect answers:
n

L(w) = −

m

1 XX
ynk lnpnk ,
n i=1
k=1

1. an insufficient sample size;
2. natural invariance of predictions regarding rotations/reflections of an image;
3. instability of the predictions, when even the slightest
noise can affect the result; and
4. an overfitting effect when the quality of the predictions
on new images is significantly lower than that on the
training images.
All of these problems can be addressed to a certain extent by
organizing competent preprocessing, that is, preprocessing the
www.ijfis.org

Figure 2. Sigmoid function for non-exclusive classes.
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where ynk indicates the ground truth answers (1 or 0), and pnk
indicates the sigmoid model predictions, which depend on the
model weights w.
As the neural network architecture, we used GoogleNet [13],
which won the ILSVRC 2014 image classification test. It provides a significant reduction in the number of errors compared
with the previous winners AlexNet (ILSVRC Winner 2012),
ZF-Net (ILSVRC Winner 2013), and VGG (second place in
2014). In [17], the authors compared four modern compact
architectures, GoogleNet, ResNet-18, SqueezeNeq-1.0, and
DenseNet-121, to solve the problem of a strict multiclass classification of rice diseases. In this study, we focused on a more
practical multilabel classification approach. The neural network
architectures used are capable of solving this problem. The
two best architectures were GoogleNet and DenseNet, which
showed similar results in terms of quality and convergence rate.
Both architectures are sufficiently lightweight for use offline on
mobile devices. GoogleNet is slightly heavier than DenseNet
but performs better for multilabel classification. The final model
in this case has 5.6 million parameters and takes approximately
22.6 MB in a serialized form. We emphasize that the choice
of the correct general-purpose architecture, such as GoogleNet,
does not require a further change but only the adjustment of a
number of hyperparameters and adequate training.
For the implementation and training of the neural network,
we used the PyTorch v1.6.0 framework based on the Torch library, which provides all necessary functions for deep learning.
PyTorch provides two main high-level models: tensor computing with advanced GPU acceleration support, and autodiffbased auto-differentiation. The neural network was trained on
a stationary computer with the following configuration: Intel
Core i7 CPU and a 4-GB Nvidia GeForce GTX 960. The training lasted approximately 12 hours. As a convergence optimizer,
we used the default Adam algorithm, which has proven to be
excellent for computer-vision tasks.

4.

Results and Discussion

Evaluating the results produced by multilabel models is also
traditionally more difficult than evaluating the models themselves. In the case of multiclass classification, all basic metrics
are based on the confusion matrix, which provides a clear idea
of the model quality [17,18]. In our case, more than one disease can be detected in one photograph, which means that the
confusion matrix cannot be adequately built. Instead, a set of
accuracy, precision, recall, and F1 metrics are used, averaged

Table 1. Accuracy metrics for the final model
Accuracy

Number of
samples

Yellow rust

0.9463

446

Brown rust

0.9948

174

Yellow spot

0.9536

908

Total

0.9012

1,525

Table 2. Global metrics used for the final model
Precision

Recall

F1 score

Micro

0.9813

0.9310

0.9558

Macro

0.9856

0.9146

0.9485

over both classes (macro-averaging) and the number of objects
in the classes (micro-averaging). A detailed description of these
metrics can be found in [40].
Table 1 demonstrates the first group of most easily interpreted
metrics, i.e., accuracy-based metrics. The first three columns
show the proportion of images with the indicated disease that
were correctly recognized. The total accuracy is the proportion
of images in which the model accurately recognizes all diseases.
The latter metric is quite strict because small deviations from
the ideal classification are inevitable and acceptable; however,
even in this case, 90% correct disease recognition is an impressive result. At the same time, the share of separate correctly
classified diseases is even higher, from 94% to 99%, which
is no lower in quality than the result achieved by an expert
phytopathologist.
A delayed sample comprising 20% of the full sample was
used during the test. We believe that this amount of data is
sufficient for a correct assessment of the model quality because
of the very specifics of the task, i.e., the same disease looks
more or less the same on a leaf, and only the area and number of
lesions change. In addition, well-chosen augmentations provide
an almost unlimited expansion of the dataset in this case and
statistically stabilize the final results.
Table 2 demonstrates the global model metrics, i.e., the precision, recall, and F1-score in their micro- and macrovariants.
This group of metrics reflects the quality of the model on all
data as a whole and not on each class separately. For example,
the precision and recall for a certain class are calculated as
follows:
P resicion =

T rue P ositivies
,
T rue P ositivies + F alse P ositivies
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and
Recall =

T rue P ositivies
.
T rue P ositivites + F alse N egativies

Accordingly, the F1 metric is a harmonic mean of precision
and recall. In the micro-case, we average these numbers and
weigh them based on class frequencies. In the macro-case, we
simply take their arithmetic mean. Note that the first of these
metrics, precision, indicates how little the model is wrong in
predicting the presence of some diseases. The second metric,
recall, shows how infrequently the model makes mistakes, suggesting that some diseases are not present in the image. Table 2
shows that this group of metrics also indicates a high-quality
model.

5.

Conclusion

In this study, we considered an important applied problem for
detecting multiple diseases on a wheat leaf: yellow spots and
yellow and brown rust. We demonstrated that the GoogleNet
model can be used to identify multiple diseases in wheat leaves.
Significant metrics were at the level of 93%-99%, which is
consistent with the accuracy provided by a qualified expert
phytopathologist. At the same time, the model itself, having
5.6 million parameters, takes only approximately 22.6 MB
of memory space, which makes it possible to use on mobile
devices. This is critical for the rapid, accurate, and automated
detection of multiple possible diseases in crops such as wheat.
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